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Abstract
The present study investigates the applicability and effec-
tiveness of various information extraction methods on the
Dutch Government Information Public Access Act (Wob, or
Wet openbaarheid van bestuur) decision letters. The research
studies and combines algorithmic table detection, rule-based
text extraction, text segmentation, named-entity recognition
and heuristics, starting with the WooIR dataset, consisting
of approximately 2500 documents. A total of four extrac-
tors were created and evaluated. The rule-based article of
law extractor performed best overall with an F1-score of
89.84% on the WooIR dataset and an even higher score on
two additional datasets. Besides this, the date extractor using
named-entity recognition scores well on the WooIR dataset
with an accuracy of around 66%. The accuracy strongly in-
creases, however, for the two additional datasets, reaching
96.67% for extraction of the decision in the WooIR* dataset.
These results are expected due to the narrow domain and the
need for clearly specified rules rather than broadly applicable
algorithmic models. Due to shortcomings of the preliminary
classifier, the final test dataset was reduced to a smaller size
than expected. Future research should mainly focus on rule-
based extraction and investigate the effects of a more robust
classifier.

Keywords: information retrieval, information extraction,
knowledge extraction

1 Introduction
The 1st of May 2022 marks the entry into force of the Wet
open overheid (Woo), which replaces its predecessor, theWet
openbaarheid van bestuur (Wob) as the legal act providing
and enforcing transparency of the Dutch government. Since
coming into effect in 1991, the Wob guarantees everyone
the possibility to request information about an administra-
tive matter from an administrative body. The Wob relates
to ministries, provinces, municipalities, water boards, orga-
nizations under public law, and companies or institutions
that fall under their responsibility, such as hospitals and
public schools. After a request for disclosure of information
has been made, the administrative body in question decides
orally or in writing on the request. When done in writing,

the applicant receives a Wob decision letter. Besides the res-
olution on the request, this decision letter usually contains
an inventory table or list, setting out which of the requested
documents are not, partially or fully disclosed.

1.1 Problem Statement
Proper and timely handling of Wob requests does not appear
to be simple. In January 2022, the Dutch Open State Foun-
dation concluded that ministries take, on average, 161 days
to respond to a request. Ministries therefore significantly
overshoot the maximum decision period of 56 days under
the Wob. Furthermore, they found that in approximately 80%
of almost 1000 cases the statutory period set out by the Wob
is not met [4]. Figure 1 shows a distribution plot of 1185
documents analysed by the Open State Foundation and the
numbers of days between request and decision. In addition
to this, more recently in August 2022, investigative platform
Follow the Money reported that documents that should have
been published in February of that year, following a court
ruling, were still not publicly available [18].

The right to public information is also an internationally
recognised right as shown by the Global Right to Informa-
tion Rating, the widely used international comparison of
the legal frameworks that set out the right to government
information. Within that context, the Netherlands occupies
the 75th position worldwide.1

The problem of untimely handling of Wob requests affects
citizens and journalists of the Netherlands in their search
for transparency and disclosure of information. While other
research, such as the report by the Open State Foundation,
advises to pursue standardised information management,
concrete elaborations on solutions are still lacking. The need
of better information management is especially visible in the
aftermath of a global crisis. Follow the Money summarizes
that since the coronavirus pandemic began, the Ministry of
Health, Welfare and Sport has received 350 Wob and Woo
requests on a corona-related subject – concerning a total of
1.8 million documents [18]. The lack of good information
management, however, is a deeply rooted problem.

The aim of this study is to research and apply knowledge
extraction methods for multiple features of the Wob decision

1https://www.rti-rating.org/country-data/



Figure 1. Distribution of days passed between request and decision, per ministry. (N = 1185)

letter. While not tackling the problem at its core, it focuses on
a rapidly deployable solution in the form of feature extractors.
These extractors can remedy some of the problems caused
by poorly managed information.

While Wob decision letters usually follow the same struc-
ture, there are some differences to be found. These differ-
ences are mainly due to administrative bodies varying in the
way they draft these letters. Figure 2 shows an example of
a standard Wob decision letter. There are six features that
are commonly found in the letters, namely: the document
list, the relevant articles of law, the request of the applicant,
the final decision by the administrative body, the date of the
decision and the date of the request. These features each
warrant their own way of extraction and method of evalu-
ation. For example, the document list is often a table and
can be extracted by algorithmic table detection [11]. The
articles of law, on the other hand, can be obtained by using
rule-based text extraction. The request and decision parts
of the letter can be extracted using text segmentation [7].
Finally, the dates relating to the request and the decision can
be obtained using named-entity recognition.

A complete overview of the code for the extractors can be
found in the public GitHub repository.2

1.2 Research Question
The problem at hand amounts to the following research ques-
tion: How effective are various information extraction methods
combined with heuristics when applied to Wob decision letters?

1.2.1 Sub-questions. In order to answer the research ques-
tion, we will propose five sub-questions.

1. How effective is algorithmic table detection for extract-
ing the document list of Wob decision letters?
a. Is the F1-score positively affected by applying addi-

tional rules?

2https://github.com/julianvenhuizen/wob-letter-extraction

2. How effective is rule-based text extraction for extracting
the articles of law of Wob decision letters?

3. How effective is text segmentation combined with heuris-
tics for extracting the request and the decision of Wob
decision letters?

4. How effective is named-entity recognition for extracting
the dates of Wob decision letters?

5. How generalizable are the results from the extractors?

1.3 Overview of Thesis
In the Related Work section that follows we will connect
existing knowledge to our new research. The section aims to
help identifying key concepts and to provide an explanation
for the theories we plan to utilize and how they connect to
our research. Then, the Methodology section will outline
the data that was used during the research and set forth the
methods that were used in answering the research questions.
Next, we will show the results of the various extraction
methods concisely in the Result section, after which we will
explore their meaning and implications in the Discussion
section. Finally, in the Conclusion we will answer the main
research question.

2 Related Work
Information extraction (IE) is the process of automatically
extracting structured information from machine-readable
documents that can be unstructured or semi-structured [5].
The task mostly involves using natural language processing
(NLP) to process documents written in human language.
This section sets out the various techniques that will be
researched and applied in this study. Those approaches can
be grouped in either category of rule-based, i.e. knowledge-
based or machine learning (ML) based technologies [19].
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Figure 2. An annotated Wob decision letter showing the features we want to extract. Red: date of decision. Orange:
date of request. Yellow: request. Green: decision. Blue: articles of law. Purple: inventory table.

2.1 Rule-based information extraction
Today, a large part of IE systems in research are based on sta-
tistical methods using models generated by ML algorithms,
leaving rule-based methodologies out of the focus of mod-
ern research on IE [19]. However, research shows that ML
systems are underrepresented in industry applications with
rule-based IE dominating the commercial world [2].
Rule-based methods often follow a declarative approach,

leading to highly transparent, expressive, readable and main-
tainable models, while statistical ML is often used as a black-
box technology. While this declarative nature offers huge
potential for directly applying domain knowledge to IE tasks,
there are also limitations to rule-based systems. Although
investing in a rule-based system often improves precision
and recall, two frequently used metrics in IE, dealing with lin-
guistic variation necessitates an excessive amount of manual
implementation work to capture the full spectrum of linguis-
tic intricacies. Additionally, rules don’t naturally generalize
effectively to little modifications in the raw data because
of their declarative character. Statistical machine learning
models offer the benefit of generalizing better in situations
where input data changes are limited to subtleties, leading
to increased recall [2].

2.2 Algorithmic table detection
In these past years, several methods and tools for PDF table
extraction have been proposed. A structured and comprehen-
sive overview of the research in tabular content extraction
from PDF documents has been provided by a recent survey
[3]. Some researchers detect and recognize tables from docu-
ments based on analysis of ruling lines or text components
[15], while others propose methods using text arrangement,
fonts, white space, and keywords (e.g. ’table’, ’figure’) [9].
Heuristic methods are also proposed: carrying out table ex-
traction as building from content elements to tables in a

bottom-up way. Nurminen describes extensive PDF table de-
tection and structure recognition algorithms in his master’s
thesis [11]. These algorithms have demonstrated high recall
and precision during the IDCAR 2013 Table Competition [6].
Some of Nurminen’s algorithms have been implemented in
Tabula and pdfplumber, two tools for extracting tabular data
from PDF.

2.3 Text segmentation
Text segmentation is a method of splitting a document into
smaller parts, which are usually called segments. Segments
can be categorized as word, intent, sentence or topic, de-
pending on the task of the text analysis [13]. The method is
widely used in NLP problems since text segmentation results
in smaller, more coherent units of analysis and access [12].
In this research, the focus will be on sentence segmenta-

tion: the problem of dividing a string of written language
into its component sentences. In Dutch, using punctuation,
particularly the period character and the question mark is
a reasonable approximation. However, the period character
could also be used for abbreviations. The problem is therefore
not trivial, since a period character will not always termi-
nate a sentence. For example, Mr. is not its own sentence in
"Mr. Janssen ging naar de winkels in de Kalverstraat." When
processing plain text, tables of abbreviations that contain
periods can help prevent incorrect assignment of sentence
boundaries [16].

2.4 Named-entity recognition
The goal of named-entity recognition (NER), a subtask of
information extraction, is to identify and group named en-
tities referenced in unstructured text into pre-established
categories, such as names of people, businesses, places, and
expressions of time. It is among the most common use-cases
in industry, according to a recent survey [10]. State-of-the



art NER systems for English produce near-human perfor-
mance, reporting F1-scores of over 94% on standard English
datasets.3
There are also off-the-shelf NER tools that provide pre-

trained pipelines, featuring state-of-the-art neural network
models, which can be used in practical application scenarios.
One of these tools is the Python library spaCy.4 While spaCy
does not outperform other NER software [17], it supports
tokenization and training for 60+ languages and is therefore
the most obvious choice for an open-source solution to this
underlying research problem.

2.4.1 Heuristics for text segmentation andNER. Heuris-
tics aim to produce a solution in reasonable time that is good
enough for solving the problem at hand. While the solution
may not be the best, it is sufficient to approximate the solu-
tion. Some approaches use data semantics and relationships
to mark the keyword boundaries and use various relation-
ships among entities in the text to propose various heuristic
rules [8]. Heuristics, however, can also be proposed by the
researchers based on previous findings [1].

For extraction using text segmentation and NER, we will
propose and make use of heuristics based on the training
data at hand.

3 Methodology
3.1 Description of the data
The data gathered by the WooIR research group consists of
2508 PDF documents, totalling 22.2 GB. The documents are
divided into 12 categories: 11ministries and a specific Corona
category which includes Wob reports of various ministries.
While the documents are mainly Wob decision letters, there
are also instances of attachments to the decision letters or
decisions on objections made by the applicant. A first step in
the engineering phase was to filter some of these documents
out, since we are solely focusing on Wob decision letters in
this research. We did this by filtering documents contain-
ing the word ’bijlage’ in the file name (case-insensitive and
including the plural) as this most probably indicates that it
is an annex to the decision letter. Filtering the documents
resulted in a total of 1770 files that we assume to be Wob
decision letters.

In addition to the WooIR dataset, a more uniform dataset
will also be composed out of 30Wob decision letters from the
WooIR training set, which are proven to be fully text-based.
This dataset will be denoted by an asterisk: WooIR*.

Furthermore, to study the generalizability of the extractors
we will apply them on previously unseen documents from
the municipality of Amsterdam. This dataset consists of 202
PDF documents, totalling 702.6MB.Within this dataset, there
are also instances where a document is not a decision letter

3http://nlpprogress.com/english/named𝑒𝑛𝑡𝑖𝑡𝑦𝑟𝑒𝑐𝑜𝑔𝑛𝑖𝑡𝑖𝑜𝑛.ℎ𝑡𝑚𝑙
4https://spacy.io/

but, for example, an attachment to the letter. We will call
this dataset Amsterdam.
Wob decision letters often follow a specific format that

corresponds to the way formal letters are usually drafted. In
that context, letters generally include the sender’s address,
the receiver’s address, the date, the subject and greetings
before carrying on with the body of the letter and ultimately
closing the letter. Within ministries there is even more con-
sistency between different Wob decision letters. This consis-
tency makes spotting patterns relatively straightforward and
means that we can apply rule-based knowledge extraction
for parts of the letter more easily.

3.2 Classifying and splitting the documents
First, we build a preliminary classifier for the PDF documents.
This classifier should be able to classify documents and dif-
ferentiate between text-based and image-based PDF docu-
ments. Text-based PDFs are digitally created PDFs where
text and images are selectable, whereas image-based PDFs
are scanned PDFs containing non-selectable text and images.
In case of image-based PDFs, text should be extracted using
optical character recognition (OCR) to become text-based.
This is, however, outside the scope of this research.

Identifying the type of PDF is an essential step within the
workflow of extracting the text from the document. If the
text is entirely selectable from the PDF document, then it can
be extracted using various packages or plugins available in
different programming languages. However, if the text is not
selectable from the PDF, these tools will fail and we would
need to use OCR to extract the text. A classifier can assist
in determining the appropriate technique for information
extraction.
We build the PDF classifier using Python library pdf-

plumber5 and calculate the percentage of the document that
is covered by (searchable) text. If the returned percentage
of text is very low (or zero), the document is most likely a
scanned PDF. For this research, we set the threshold on 3%.
This percentage was chosen after sampling documents to
validate if these are image-based or text-based. By setting
this threshold, we lowered the total amount of documents to
1375: a decrease of 22%. This dataset was then split randomly
in a train (80%), test (10%) and validation (10%) set. We used
the training set throughout the research to engineer the fea-
tures from and the validation set to verify our findings. The
test set was kept hidden from the researchers throughout
the course of this study.

3.3 Extracting the text and table
To automatically extract the text and tables of Wob decision
letters, we use the Python library pdfplumber. This library
is built on PDFminer.six and its table extraction method bor-
rows heavily from Nurminen’s master’s thesis [11].

5https://github.com/jsvine/pdfplumber
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First, we extract all the texts that are rendered program-
matically. We then preprocess this text in multiple ways. We
’clean’ the text by removing repeating, leading and trailing
whitespace characters. We then split this text in sentences,
delimited by a period or a question mark. We also prepro-
cess the data by converting the text to lowercase, removing
punctuation and removing single characters.
In a sense, detecting tables from PDF document pages is

a segregation problem: we are aiming to separate the table
element from the other elements on the page. The table
elements must then either be combined into a single table
or further divided into various tables. The method works
has been proven to be successful on the small subset of the
training data and works as follows:

1. For any given PDF page, find the lines that are (a)
explicitly defined and/or (b) implied by the alignment
of words on the page.

2. Merge overlapping, or nearly-overlapping, lines.
3. Find the intersections of all those lines.
4. Find the most granular set of rectangles (i.e., cells)

that use these intersections as their vertices.
5. Group contiguous cells into tables.

There are multiple table-extraction methods. In this re-
search we will make use of one specific method to return a
list of all table objects and another to extract the text from
the largest table on the page, represented as a list of lists. By
default these methods use the page’s graphical vertical and
horizontal lines (or rectangle edges) as cell-separators. Other
table-extraction strategies include using graphical lines but
not the sides of rectangle objects, using imaginary lines that
connect the left, right, or center of words on the page, and
lastly, using explicitly defined lines.

Besides just extracting the table contents, we are also able
to retrieve the number of the page containing the table. This
is necessary, because we aim to predict this page number
with the table extractor. Since Wob documents can easily
contain more tables, we expand the extractor by creating
rules. While these rules are sometimes based on assumptions
made by studying the training data, we expect them to in-
crease the precision and recall of the extractor. These rules
are listed below:

1. If we find no tables in the document, we predict no page.
This is an obvious first rule the extractor deals with.

2. If there is a table on every page of the document, we
predict no page. A document that has a table on every
page of the document is a document that most likely
consists of only tables, and can therefore not be a Wob
decision letter.

3. If we find exactly one table in the document, we predict
the page containing the table. In case of a document
containing only one table, we assume that this is the
’Inventarislijst’ we are trying to extract.

4. If there are multiple tables, including one on the final
page, the predicted page is equal to the final page. Since
the tables we are trying to extract are often added as
appendices to Wob decision letters, having a table on
the final page of the document is a significant factor.
If this is the case, we also look back at previous pages
from the end of the document to check for tables, since
the tables sometimes span multiple pages, and include
those pages.

5. If we find a table on a page that also contains certain key
words, we predict that page. Key words are selected
after the studying the training data and consist of
the following: ’Inventarisatielijst’, ’Inventarislijst’ and
’Inventarisatie’. In addition, if there are more pages
containing both a table and a key word, we pick the
page with the highest index, since the table is expected
to be at the end of the document.

3.4 Extracting the dates
We extract the dates using the NER component of spaCy’s
Dutchmulti-task convolutional neural network (CNN) trained
on UD Alpino and LassySmall. The model makes use of part-
of-speech (POS) tags and dependency parses from Alpino
and LassySmall and NER for LassySmall by NLP Town using
the OntoNotes 5 scheme. It also assigns word vectors, POS
tags, dependency parse and named entities.6 The pipeline
is optimized for CPU and consists of 500k keys and 500k
unique vectors (300 dimensions).
The first step in extracting the dates is retrieving all en-

tities from the PDF document, grouped by the DATE type.
Table 1 shows an example of the result of this fundamental
step and subsequently displays the jumble of entities that
are considered dates.
Then, using regex, a list is created containing all dates

in a specific format. This format was most commonly used
for the dates of the request and the decision, as seen in the
training data. The format is as follows: dd month yyyy, where
d and y are digits and month is the month written out in full.
Table 2 shows the result of performing this step on the same
document used in Table 1.
These dates are then converted to a single object type

to make calculations with dates possible. Calculations are
necessary to create a robust extractor. For example: the date
of the decision can never lie before the date of the request.
This is a fact that can easily be programmed into a rule by
performing calculations on the dates.
The heuristics applied to the prediction of the date see

to where in the decision letter the dates can be found most
often. First of all, the date of the decision is by definition the
date the Wob decision letter is sent out. On most occasions,

6https://newreleases.io/project/github/explosion/spacy-
models/release/nl𝑐𝑜𝑟𝑒𝑛𝑒𝑤𝑠𝑙𝑔 − 2.3.0



[’20201’, ’20201’, ’2021-0000141963’, ’15 juli 2021’, ’7
juni 2021’, ’2015’, ’2015’, ’2015’, ’29 juni 2021’,
’2021-0000080819’, ’vier weken’, ’27 juli 2021’,
’2021-0000141963’, ’10.2.e’, ’10.2.g’, ’zes weken’,
’2021-0000141963’, ’20201’, ’2021-0000141963’,
’2016’, ’102e’, ’2019’, ’3 jaar’, ’1 juli 2016’, ’1 jaar’,
’1van6’, ’1012331’, ’00001’, ’veertien dagen’,
’1012331’, ’00001’, ’08 00’, ’16 00 uur’, ’dertig 30
dagen’, ’5 werkdagen’, ’1012331’, ’00001’, ’2016’,
’00001’, ’00001’, ’1012331’, ’00001’, ’2016’, ’1 juli
2016’, ’met30juni2019’, ’3 jaar’, ’1 juli 2016’, ’1van’,
’1012332’, ’00002 ili”, ’1012332’, ’00002’, ’08 00’, ’16
00 uur’, ’5 werkdagen’, ’dertig 30 dagen’, ’2016’,
’00002’, ’2016’, ’2016’, ’2016’, ’2016’, ’1012341’,
’00003’, ’1012341’, ’1012341 00003’, ’1012341 00003’]

Table 1. The results of extracting all entities with the
DATE type, using named-entity recognition, from a
single document.

[’15 juli 2021’, ’7 juni 2021’, ’29 juni 2021’, ’27 juli
2021’, ’1 juli 2016’, ’1 juli 2016’, ’1 juli 2016’]

Table 2. The results of filtering all entities with the
DATE type from a single document using regex.

this date can be found at the top of the Wob decision let-
ter, corresponding with the way formal letters are drafted.
Therefore, we assume that the first date found using NER
is the date of the decision. Secondly, the date of the request
is often found in the first paragraph of the Wob decision
letter. As the main body of the Wob decision letter often
starts with repeating the request and its corresponding date,
we assume that the second date found using NER is the date
of the request.

3.5 Extracting the articles of law
Like the inventory list, the articles of law are often added as
an appendix to the Wob decision letter. The part containing
the articles of law show themost consistency across the train-
ing set. We expect that these articles can be extracted using
rule-based knowledge extraction performed by searching
the text for mentions of the article.

3.6 Extracting the request and the decision
The request and the decision are predominantly wordy parts
of the Wob decision letter. Starting with the request, it is im-
portant to note that there is a difference between the subject
of the Wob decision letter and the actual request. For exam-
ple, the subject could be: "Besluit op uw Wob-verzoek inzake
(staats)bezoeken en terugkeerbeleid Marokko". This subject is
sometimes stated in the header of the letter, together with

the date of the request. However, the request we would like
to extract is stated more explicitly: "U heeft verzocht om kopie
van, subsidiair inzage in, documenten en communicatie bij
of onder u aanwezig voor het tijdvak 2017 tot en met heden
inzake 1) (voorstellen voor) bezoeken van Nederlandse politici,
bewindspersonen, staatslieden en diplomaten aan Marokko en
2) het terugkeerbeleid voor uitgeprocedeerde asielzoekers naar
Marokko.". On the other hand, the decision is one or a combi-
nation of three possibilities: the information is disclosed in
full, partly, or not at all. This decision is accompanied with
a motivation: why is access to certain information denied?
Extracting the motivation, however, falls outside the scope
of this research.
To extract the request we search the text for certain key

words. Studying the training data revealed that the request
is often stated after a second-person singular form of a verb
as ’verzoeken’ or ’vragen’, meaning ’requesting’ and ’asking’,
respectively. Also, the verb is often followed by a preposition.
A combination of these words is used to compose a list of
key word pairings. Furthermore, the request is often on the
first page of the Wob decision letter, as can be seen in Figure
2. This narrows down the scope of the extractor.
We use a similar method to extract the decision. In that

case however, we do not only look on the first page of the
document and we use different key words. The decision is
almost always preceded by a first-person singular form of the
verb ’besluiten’, meaning to decide. We can therefore search
the text for both the present tense form and the completed
tense form of this verb to locate and extract the decision.
By segmenting the Wob decision letters in pages, sen-

tences and words, we are able to extract the sentences that
form the request and the decision.

3.7 Methods of evaluation
Varying methods of extraction necessitate corresponding
methods of evaluation. The extractors for the inventory table
pages and the articles of law can be evaluated using precision,
recall and the F1-score. On the other hand, the decision and
the request can be evaluated using the Jaccard Similarity
Index. Finally, the dates, can be evaluated using accuracy.

3.7.1 Accuracy, precision, recall and F1-score. Accu-
racy is a fairly straightforward measure to evaluate the out-
come of a model. This metric is the proportion of correctly
predicted elements out of the total predictions made.
Precision denotes the proportion of correctly predicted

positive cases that are real positives, while recall is the pro-
portion of real positive cases that are correctly predicted
positive. The recall measure reflects how many of the rele-
vant cases the extraction method picks up. This measure is
not always highly valued in IR, based on the assumptions
that there are many relevant documents, that it doesn’t really
matter which subset we find and that we can’t know any-
thing about the relevance of documents that aren’t returned

Maarten Marx (Adm)



[14].While we are workingwith a large set of documents, the
knowledge extraction method focuses on smaller numbers
(inventory table pages and articles of law), justifying the use
of recall as an evaluation metric. Precision is used with recall
to compute the F1-score, providing a single measurement
for the extractors.

3.7.2 Jaccard Similarity Index. The Jaccard Similarity
Index measures the similarity between two sets of data. Its
index ranges from 0 to 1; the closer to 1, the more similar the
two sets of data are. The Jaccard Similarity Index is calculated
by dividing the number of observations in both sets by the
number in either set and written in set notation as follows:

𝐽 (𝐴, 𝐵) = |𝐴 ∩ 𝐵 |
|𝐴 ∪ 𝐵 |

In other words, the Jaccard Similarity Index is computed
as the size of the intersection divided by the size of the union
of two sets.

In order to compute the Jaccard Similarity Index we need
to represent the words as vectors of real numbers. We do this
by using frequency based word embedding. Frequency based
embeddings vectorize the text depending on the frequency
of occurrence of the words in the text. In this research we
will limit us to count vectorization, which simply gets the
frequency of the words in the text.

3.7.3 Ground truth dataset. The ground truth dataset
for evaluation was created from the 10% test split of the total
WooIR dataset, totalling 132 documents. These documents
were uploaded online with guidelines outlining the process
of annotation. The documents were then reviewed and an-
notated by people other than the researchers and the results
were collected in CSV format. Of the 132 documents, there
are 58 documents that do not classify as Wob decision let-
ters. Another 12 documents were (partly) image based, even
after the classifier threshold of 3%. This results in a workable
ground truth dataset of 62 documents.

For the Amsterdam dataset 143 of the 202 documents are
Wob decision letters, however only 61 of the 202 documents
are text-based Wob decision letters. From this 61 documents,
a ground truth dataset was constructed using a sample of 20
Wob decision letters.

4 Results
The experimental results reported in this section are used
to answer their corresponding research questions in the
Conclusion.

4.1 Extractor 1: Algorithmic table extraction
The performance of the first extractor, the algorithmic table
extractor, is reported in Table 3. Its performance is measured
using the precision, recall and F1 metrics. The extractor has
been applied to a filtered dataset, only including those doc-
uments of the test set that contain an inventory list. This

Precision Recall F1

WooIR with rules 34.66 % 33.00 % 32.08 %
no rules 40.62 % 37.66 % 35.08 %

WooIR* with rules 54.55 % 46.73 % 47.69 %
no rules 54.55 % 55.82 % 49.20 %

Amsterdam with rules 63.64 % 63.64 % 63.64 %
no rules 59.09 % 38.64 % 43.03 %

Table 3. Extractor 1 (algorithmic table extraction) on
the WooIR (N = 32), WooIR* (N = 11) and Amsterdam
(N = 11) test sets.

Precision Recall F1
WooIR 84.84 % 97.92 % 89.84 %
WooIR* 85.96 % 100 % 91.55 %
Amsterdam 100 % 96.15 % 97.44 %

Table 4. Extractor 2 (rule-based articles of law extrac-
tion) on the WooIR (N = 48), WooIR* (N = 25) and Ams-
terdam (N = 13) test sets.

results in 32 documents for the WooIR dataset, 11 documents
for the WooIR* dataset and 11 documents for the Amsterdam
dataset.
We see a negative difference in score when we apply the

logical rules to theWooIR and theWooIR* datasets. However,
there is a strong increase in the F1-score when we apply the
same rules to the Amsterdam dataset, which performs best
overall.

4.2 Extractor 2: Rule-based articles of law extraction
Table 4 summarizes the performance of the second extractor,
the rule-based extractor for the articles of law. Its perfor-
mance is measured using the precision, recall and F1 metrics.
The extractor has been applied to a filtered dataset, only in-
cluding those documents of the test set that contain articles
of law. This results in 48 documents for the WooIR dataset,
25 documents for the WooIR* dataset and 13 documents for
the Amsterdam dataset.
The extractor performs exceptionally well on all three

datasets, even more so regarding the recall of the articles of
law.

4.3 Extractor 3: Extraction by text segmentation
The performance of the third extractor, the extractor by text
segmentation for the decision and request, is reported in
Table 5. Its performance is measured using the Jaccard Sim-
ilarity Index. The extractor has been applied to a filtered
dataset, only including those documents of the test set that
contain a decision and a request. This results in 60 docu-
ments for the WooIR dataset, 30 documents for the WooIR*
dataset and 18 and 20 documents for the Amsterdam dataset.

Maarten Marx (Adm)



Jaccard Similarity Index

WooIR Request 44.47 %
Decision 63.60 %

WooIR* Request 37.47 %
Decision 65.66 %

Amsterdam Request 37.84 %
Decision 51.16 %

Table 5. Extractor 3 (extraction by text segmentation of
request and decision) on the WooIR (N = 60), WooIR*
(N = 30) and Amsterdam (N = 20 for the request, N = 18
for the decision) test sets.

Furthermore, Figure 3 shows the distribution of the Jaccard
Similarity scores for the three datasets and the request and
the decision, respectively.

(a) N = 60 (b) N = 60

(c) N = 30 (d) N = 30

(e) N = 18 (f) N = 20

Figure 3. Distributions of the Jaccard Similarity Index
for Extractor 3, extracting the request and the decision.

4.4 Extractor 4: Extraction using NER for the dates
The performance of the fourth extractor, the extractor using
named entity recognition for the date of the decision and the

Accuracy

WooIR Request 66.10 %
Decision 67.21 %

WooIR* Request 83.33 %
Decision 96.67 %

Amsterdam Request 75.00 %
Decision 90.00 %

Table 6. Extractor 4 (extraction using NER for the dates)
on the WooIR (N = 59 for the request, N = 61 for the
decision), WooIR* (N = 30) and Amsterdam (N = 20) test
sets.

date of the request, is reported in Table 6. Its performance is
measured using the accuracy metric. The extractor has been
applied to a filtered dataset, only including those documents
of the test set that contain a decision and a request. This
results in 61 and 59 documents for the WooIR dataset, 30
documents for the WooIR* dataset and 20 documents for the
Amsterdam dataset.

5 Discussion
The results of the research indicate that the rule-based in-
formation extraction methods using heuristics perform the
best. Furthermore, the study demonstrates that named-entity
recognition is an effective way to extract the decision date
and the request date. This is showcased by the high scores for
Extractor 2 and Extractor 4, respectively. While Extractor 2
is completely rule-based, Extractor 4 relies on a combination
of machine learning and heuristics.

The results align with the claims made by Chiticariu et al.,
who highlight the representation of rule-based IE in industry
applications in the commercial world [2]. Since this study
was carried out with practical implementation in mind and
it concerns highly domain specific tasks, it is no surprise
declarative rule-based IE leads to high scoring extractors. For
a functional solution like the research at hand, limitations of
rule-based systems do not outweigh the advantages. Dealing
with linguistic variety can be brought down to a minimum
when time is efficiently spent during the design phase of such
a rule-based system. Besides this, generalization is not nec-
essary because of the narrow domain and specific document
types and therefore not an issue.
The results might suggest that the extractors perform

better on uniformly drafted Wob decision letters, since for
both Extractor 2 and Extractor 4 the scores on the uniform
datasets WooIR* and Amsterdam are higher than on the
WooIR dataset. A possible explanation is that the ’cleanli-
ness’ of Wob decision letters in these datasets increases the
applicability of rules and heuristics. This could also explain
the serious increase in F1 score for Extractor 1 when applied
to the Amsterdam dataset.



5.1 Limitations of the study
The following two paragraphs will outline two limitations
to the study: the first in regard to the size of the datasets, the
second regarding the off-the-shelf NER model.

5.1.1 Shortcomings of the classifier. The Wob dataset
provided by the Open State Foundation consists of 2508
documents. However, there are two main issues with this
dataset that revealed shortcomings of the classifier. First, not
all the documents are fully text-based. Meaning that there
are image-based, text-based and partly text-based documents
in the dataset. The partly text-based documents consist of
pages that are sometimes text-based and other times image-
based. Since these documents still have a relative high text
percentage, the classifier used in this research was not able to
pick up these documents. An image-based first page however,
would mean that the date extractor and the request extractor
would not work. Second, the dataset does not fully consist
of Wob decision letters. Besides the Wob decision letters,
there are appendices, inventory lists and decision letters on
appeals.

Both points are surmountable by using a better and more
robust classifier. In addition to being able to calculate the
text percentage, the classifier should be able to recognize
documents from which a complete page is image-based. The
second point could also be solved by building the dataset
more carefully, as we showed through the WooIR* dataset. In
the case that this is not possible due to time constraints, the
preliminary classifier should be able to distinguish a Wob
decision letter from any other document.
Now, the test data set was reduced significantly during

the research, affecting the total number of documents from
which information could be extracted.

5.1.2 Custom training a NER model. The current NER
model by spaCy does not recognize all types of dates in the
Wob decision letter. While the decision date is consistent
in its placing on the first page of the document, it is not
always consistent in its formatting. A date format that did
not get recognized by the model is when the month names
were abbreviated. For example, ’maart’ would be written as
’MRT’. A custom NER model could be trained to recognize
this date format, and combined with the same heuristics,
increase accuracy.

6 Conclusion
In this research we studied methods to extract six features
commonly found inWob decision letters: the inventory table,
the relevant articles of law, the request of the applicant, the
final decision by the administrative body, the date of the
decision and the date of the request. We built four extrac-
tors which we evaluated against the WooIR, WooIR* and
Amsterdam datasets.

6.1 Sub-questions
SQ1. First of all, in this research we wanted to find out how
effective algorithmic table detection is for the prediction of
the inventory table pages. We also wanted to study the effect
of applying additional rules to this prediction. For the WooIR
dataset, we found that adding rules to the table page predic-
tion resulted in somewhat lower F1 scores than when we
solely applied the off-the-shelf table extraction method pro-
vided by pdfplumber. The same goes for the WooIR* dataset.
However, applying the additional rules to the Amsterdam
dataset shows an increase in the F1-score. Ultimately, the
effectiveness on table extraction depends on the supplemen-
tary rules and the Wob decision letter.

SQ2.We also wanted to measure the effectiveness on rule-
based text extraction for extracting the articles of law. We
found that the extractor ranks high on both precision and
recall for the WooIR dataset, the latter approaching 100%.
The extractor therefore shows its ability to pick up many of
the relevant cases. This is also true for the WooIR* and the
Amsterdam datasets, making this extractor the most effective
extractor of the study at hand.

SQ3. Besides this, we wanted to find out how effective text
segmentation combined with heuristics is for extracting the
request and the decision. For the three datasets, the Jaccard
Similarity Index was higher for the decision part of the Wob
letter than the request part. The overall scores remain low,
however, concluding that combining text segmentation with
heuristics is not an effective method to extract the request
and the decision from the Wob decision letters.

SQ4. Furthermore, we wanted to measure the effectiveness
of NER for extracting the dates. We found that the date
extractor performs with almost similar accuracy for both the
date of the request and the date of the decision. Regarding the
WooIR* dataset the extractor performs extremely well, even
more so with regard to the date of the decision. In the end,
using NER proved to be effective in extracting the dates, even
more so with consistently composed Wob decision letters. A
custom trained ML model instead of the off-the-shelf spaCy
model, could further increase the accuracy.
SQ5. Finally, regarding the generalizability of the study,

we look at the Amsterdam dataset. As mentioned, Extractor
1 and 2 perform best on the Amsterdam dataset. In addition,
Extractor 4 performs better on Amsterdam than on WooIR,
but gives way to theWooIR* dataset. Finally, Extractor 3 does
not perform well on the Amsterdam dataset, but it remains
the weakest performing extractor overall.

6.2 Research Question
This research set out to find the effectiveness of various infor-
mation extraction methods combined with heuristics when
applied to Wob decision letters. We showed that a variety of
features ask for a variety of extraction methods, resulting
in varying scores when evaluated. We have shown that the



the rule-based extractor for the articles of law performs best
overall on the WooIR dataset, with an F1-score of 89.84 %.
Besides this, other extractors based on rules and heuristics
perform well, as these prove to be an effective way to extract
information from Wob decision letters.
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